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Abstract

Using data for the S&P 500 Sector portfolios between 1989 and 2007, I find that
sample-based mean-variance portfolios are very unstable and perform poorly out of
sample in terms of Sharpe ratios, certainty equivalent returns and turnover. Minimum-
variance and Bayes-Stein portfolios, which are supposed to be less susceptible to the
estimation error plaguing mean-variance, also fall significantly short of a naive equally-
weighted policy. Imposing shortsale or turnover constraints limits the fluctuation of
portfolio weights and improves performance considerably. I propose a sophisticated
turnover constraint rule which recognizes the path dependency of the optimal portfolio
policy and enhances the out-of-sample monthly Sharpe ratio by 13% relative to the
best of the other strategies considered in this paper.



1 Introduction

Markowitz (1952) showed that an investor who cares only about the mean and variance of
asset returns optimally allocates wealth across risky assets in a static setting by choosing
a portfolio on the efficient frontier. To implement this optimal asset allocation rule, the
investor needs to estimate the means and covariances of expected returns. One traditional
approach is “plug-in estimation”, i.e. using historical sample means and covariances. Because
of estimation error; the policies constructed with the sample mean and variance perform
poorly out-of-sample (Michaud (1989), Best and Grauer (1991), Litterman (2003)). The
failure of the sample-based mean-variance portfolio allocation is rooted in the sensitivity of
the optimization algorithm to small changes in the estimated inputs. Even a small fluctuation
in the estimated risk premia and covariances produces extreme and unstable asset weights
that vary substantially over time.

Motivated by the poor finite-sample properties of plug-in estimates, there exists an ex-
tensive literature suggesting different methods fo reduce the impact of estimation error. A
prominent strand focuses on Bayesian estimators (Jobson and Korkie (1980), Jorion (1985,
1986)) that shrink the individual asset returns toward a common target, often the grand
mean across all assets. More recent Bayesian approaches rely on an asset pricing model to
establish a prior (Péstor (2000), Pastor and Stambaugh (2000)). Some of the prominent
non-Bayesian approaches include “robust” portfolio allocation rules (Goldfarb and Iyengar
(2003), Garlappi, Uppal and Wang (2006)), portfolios that diversify across market and es-
timation risk (Kan and Zhou (2005)) and portfolios that use the factor structure of returns
to impose moment restrictions (MacKinlay and Péstor (2000)).

The notorious difficulty of forecasting asset returns in a consistent and reliable manner
prompts some authors like Jagannathan and Ma (2003), and Chan, Karceski and Lakonishok
(1999) to ignore mean returns whatsoever and instead focus on the global minimum variance
portfolio. In line with this approach, Ledoit and Wolf (2003, 2004) propose a method for
reducing the estimation error in the covariance matrix by using a weighted average of the
sample covariance matrix and another estimator, such as the 1-factor covariance matrix or
the identity matrix, conceptually equivalent to a Bayesian “shrinking” of the covariance
matrix.

A third major direction in the literature, motivated by the institutional ban on short-
selling faced by some asset managers, is to restrict portfolio weights to be non-negative.
Frost and Savarino (1986) and Jagannathan and Ma (2003) show that imposing shortsale
constraints can improve performance significantly by stabilizing portfolio weights. Finally,
DeMiguel, Garlappi and Uppal (2007) demonstrate that even constraining shortselling may
not mitigate completely the estimation errors and emphasize the superior out-of-sample
performance of a naive equally-weighted asset allocation rule, which empirically dominates
optimization strategies in terms of Sharpe ratio, certainty equivalence and turnover.

This paper evaluates the out-of-sample performance of mean-variance portfolios con-
structed using the sample mean and covariance of asset returns, as well as the various
portfolio policy extensions designed to reduce the impact of estimation error. Using data
for the S&P 500 Sector portfolios between 1989 and 2007, 1 find that sample-based mean-




variance portfolios are very unstable and perform poorly out-of-sample in terms of Sharpe
ratios, certainty equivalent returns and turnover. Minimum variance and Bayes-Stein port-
folios, which are supposed to be less susceptible to the estimation error plaguing sample-base
mean variance, also fall significantly short of a naive equally-weighted policy. Constraints,
particularly turnover and shortsale, [imit the fluctuation of portfolio weights and improve
performance considerably. There is no statistically significant difference between the per-
formance of equally-weighted portfolios, portfolios with constrained turnover, and portfolios
with non-negative weights in the majority of cases.

The rest of the paper is organized as follows: in Section 2 1 review briefly the mean-
variance framework and the different types of asset allocation rules aimed at reducing the
impact of estimation error. Section 3 contains a description of the data, the methodology
and the out-of-sample performance measures used for comparison. In Section 4 I present my
main empirical findings and discuss them. Section 5 contains several robustness checks and
Section 6 concludes.

2 Asset Allocation Rules

2.1 The Markowitz paradigm

Consider the problem faced by an investor who wants to allocate his wealth among N risky
assets and a risk-free asset. This formulation of the portfolio choice problem is similar to
Brandt (2004). Denote the risky assets’ return vector by R;.; and the risk-free asset return
by R,{ . Let the excess returns be ry 1 = Ry — R{ and their conditional means (the risk
premia) and covariance matrix be m; and X4, respectively. To simplify notation, assume that
the excess returns are i.i.d. with constant moments.

The investor chooses a vector of portfolio weights = and invests the remainder (1 —¢'z) in
the risk-free asset by minimizing the variance of the portfolio return R, ;1 = @' Ryyq + (1 —
z’x)R{ = 2'ryy1 + RI subject to attaining a required rate of return on the portfolio Rf + 7

minvar[Ry 1] = 1'% (1)
subject to
N
E[Ry 1] = «'JUI(Rf +p) = (Rf + %) and in =1 (2)
=1
Equivalently, the mean-variance problem can be expressed in terms of excess returns:
min var{r,| = r'Sx (3)
subject to
Elry = a'n = (4)

Setting up the Lagrangian and solving the minimization problem, the optimal risky portfolio
weights are:

= ———Y" (5)



The solution to the portfolio allocation problem yields two important economic insights.
First, it illustrates the effect of diversification: imperfectly correlated assets can be combined
to produce portfolios with greater return per unit of risk undertaken or equivalently, with less
risk for a given level of expected return. Second, there is a clear trade-off between risk and
return: in a fully diversified portfolio on the efficient frontier, higher expected returns can
only be achieved by undertaking more risk. If the investor can allocate wealth to the risk-
free asset by borrowing and lending freely at the risk-free rate, any portfolio on the efficient
frontier can be combined with the risk-free asset to generate an expected return-risk profile
that lies on a straight line from the risk-free rate (a portfolio with no risky investments)
through the frontier portfolio (fully invested in the risky assets only) and beyond (leveraged
risky investments). The optimal combination of the risk-free asset with the risky frontier
portfolios lies on the capital allocation line which has the steepest slope or, equivalently, the
highest Sharpe ratio (E[ry +1]/std[rp+1]). Where exactly on the capital allocation line the
investor positions himself is determined by his tolerance for risk. In the formulation of the
portfolio choice problem above, the investor’s tolerance for risk determines the desired risk
premium, 7. Alternatively, the problem can be reformulated to explicitly take into account
this parameter as in the following expected utility maximization:

max Elry 1] - %WT [rp.es1] (6)

where 7 is the investor’s relative risk aversion. The solution to this problem is:

R P
T 72 7 (7)
which explicitly links the allocation of the tangency portfolio (the optimal risky portfolio)
to the investor’s tolerance for risk.

Because the Markowitz formulation captures two fundamental aspects of portfolio choice
— diversification and the trade-off between risk and return — in an analytically tractable and
easily extendable framework, it has become a standard in the financial profession. There
are, however, some important objections to the mean-variance framework. First, it repre-
sents an expected utility maximization only for the special case of quadratic utility (which
is problematic, because quadratic preferences are not monotonically increasing in wealth).
For other utility functions, the mean-variance problem can be interpreted as a second-order
approximation of expected utility maximization. A related second criticism is that the
Markowitz framework ignores preferences towards higher moments, which can be econom-
ically non-negligible. Asset returns, in particular, can be skewed and have excess kurtosis
sufficiently large to invalidate the mean-variance framework. Third, if returns are not i.i.d.,
the mean-variance framework becomes a myopic single-period problem.

When excess returns are not independent of the innovations to the state variables in a
dynamic optimization setting, the dynamic portfolio choice might be significantly different
from the myopic single-period choice. The differences between the dynamic and myopic
portfolio policies are known as hedging demands because the investor optimally deviates from



the single-period portfolio choice in an attempt to hedge against changes or innovations in
the set of investment opportunities (the state variables).

There are several cases in which the single-period mean-variance problem has the same so-
lution as the intertemporal expected utility maximization. The first case is when the investor
is faced with constant investment opportunities, because dynamic hedging demands only
arise when the investment opportunities vary stochastically through time (Brandt (2004)).
Even when the investment opportunities are stochastic, the single-period solution is still
optimal if the variation in the state variables is completely independent of returns. Finally,
if the utility function of the investor is logarithmic, the single-period model can be used in
the multi-period framework. With logarithmic preferences, the utility of terminal wealth is
simply the sum of the utilities of the single period portfolio returns, which means that the
dynamic problem simplifies to a sequence of identical single-period problems.

2.2 Mean-Variance optimizers as “error maximizers”

In addition to these traditional criticisms to the Markowitz framework, there is a problem of
implementation - in order to hold the optimal mean-variance portfolio, the investor has to
construct forecasts of expected asset returns and their covariance matrix. Given excess return
data {ry,1}]_,, the investor can estimate y and ¥ using their historical sample analogues:

1 . L X
ZT;WH and Z_T N 2;7%“* (441 — 1)’ (8)

The optimal portfolio weights obtained by using the sample analogues for the asset expected
returns and variance-covariance matrix are thus z* = (1/ 7)2 Li. Under the assumption of
normality, this plug-in estimator is unbiased and consistent.

To get a sense of the imprecision of using the plug-in estimator, consider the following
example. The variance of the plug-in estimator can be derived by an expansion around
the true parameters p and Y. For simplicity, consider the case of a single risky asset (this
allows us to avoid the complications arising from the non-linearities due to the inverse of the
covariance matrix, documented by Jobson and Korikie(1980)). With a single risky asset, the
optimal weight is 2* = (1/7)/1/6%. Expansion around p and o2 yields:

=== ) -~ 50" ) ©)

Taking variances and re-arranging:

i(ﬁ)Q(var[ﬂ] N var[&2])

A2\ 2 112 ! (10)

var[r*] =
This formula reveals that the imprecision of the plug-in estimate depends on the magnitude
of the optimal portfolio weight, 2* = (1/v)u/0?, as well as the imprecision of both the risk
premium and the volatility estimates, each scaled by their corresponding magnitude.



Consider a typical stock with = 8% and o = 20%. Suppose the investor has 10 years
of monthly data (7" = 120) and his coefficient of relative risk aversion is 7 = 5. If the data
are iid, the standard error of the sample mean is std[j)] = o/v/T = 1.83% and the standard
error of the sample variance is std[6?] = /20%/v/T = 0.52%. Therefore, the standard error
of the plug-in estimator z* using equation(10) is 16.58%, large relative to the magnitude of
the true z* = 40%. This simple example illustrates well why sample-based mean-variance
weights tend to be very imprecisely estimated.

In a multi-period framework, the estimation error problem is aggravated, as the estimates
of the optimal portfolio weights accumulate imprecision due to the recursiveness of the
solution. This has motivated a widespread view in the academic literature that sample-based
mean-variance optimizers are “error maximizers” (Michaud 1988, 1989). The optimizer
significantly overweight securities with large estimated returns, negative correlations and
small variances and underweight securities with small estimated returns, positive correlations
and large variances. Unfortunately, these securities are exactly the ones most likely to have
large estimation errors. In addition to incurring unnecessary transaction costs, the investor
who tries to implement the extreme positions suggested by the sample-based mean-variance
algorithm might be constrained by liquidity and tax issues.

2.3 Portfolio policies reducing estimation errors
2.3.1 Bayes-Stein portfolio

Under the Bayesian approach, the estimates of ;4 and > are computed using the predictive
distribution of asset returns, which is obtained by integrating the conditional likelihood,
f(R|p, %) over u and 3 with respect to the subjective prior p(p, ¥). The Bayes-Stein shrink-
age portfolio attempts to mitigate the error in estimating expected returns by using a convex
combination of the sample mean for the particular asset and the “grand” mean across all
assets, fi. Thus, the Bayes-Stein estimator as implemented by Jorion (1986) has the form:

pr® = (1= 0,)fu + Sjny (11)

where 0 < §; < 1. In particular, following DeMiguel, Garlappi and Uppal (2007), T use the
following functional form for the optimal shrinkage factor ¢;:

N+2

(N +2) + M(fir — )27 (i — i)
Intuitively, the optimal shrinkage factor is increasing in the number of assets N (the more
assets there are, the greater the estimation error), decreasing in the estimation window length
M (the longer the estimation window, the more precise the estimates are) and decreasing in
the dispersion of the sample mean [ from the shrinkage target, iz (the greater the dispersion,
the more likely the sample mean is very noisy).

Jorion (1986) also accounts for the estimation error in the covariance matrix. The ex-
pression for the covariance matrix used to construct the Bayes-Stein portfolio is:

(12)
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where 1y is an N-by-1 vector of ones and 7; is the precision of the informative prior on pu:
Tt — Mdt/(]. — 6t) (14)

The optimal risky Bayes-Stein portfolio corresponds to a mean-variance portfolio, where
the sample mean and variance-covariance matrix have been substituted with 4?9 and 259,
respectively. The tangency Bayes-Stein portfolio has the following relative weights:

UA)ES _ (Et?s)_llatBS (15)
(5P

2.3.2 Minimum-Variance portfolio

Merton (1980) establishes that errors in the estimates of expected returns are larger and
have a more profound effect on portfolio weights than errors in the estimates of covariances.
Returning to the simple numerical example from Section 2.2 Mean-Variance optimizers as
“error maximizers”, under iid normality, the standard error of the sample mean, std[ji] =
1.83%, is almost four times larger than the standard error of the sample variance, std[6?] =
0.52%. In general, second moments are thought of as being more precisely estimated than
first moments. '

For this reason, a lot of the recent academic literature has focused on the minimum-
variance portfolios (Best and Grauer (1992), Ledoit (1996), Chan, Karcenski and Lakonishok
(1999), and Ledoit and Wolf (2003)). Jagannathan and Ma (2003) claim that “[t]he esti-
mation error in the sample mean is so large that nothing much is lost in ignoring the mean
altogether when no further information about the population mean is available.” Their pa-
per shows that the global minimum-variance portfolio usually performs better out of sample
relative to the mean-variance portfolio even when the performance measure depends on both
the portfolio mean and variance, as in the case of the Sharpe ratio.

To implement the minimum-variance portfolio in practice, the investor chooses the port-
folio of risky assets that minimizes the variance of returns:

min wiSw, subject to  In'w; = 1 (16)
t

This formulation can be reconciled with a mean-variance world, in which all assets have
the same expected returns, or alternatively, in which the investor has a diffuse prior on the
expected returns.

2.3.3 Equally-weighted portfolio

The strategy of investing a 1/N portion of total wealth in each risky asset does not in-
volve any optimization or estimation and completely ignores the data. Yet, there is strong

LAs Cho (2004) points out, however, this conclusion hinges critically on the assumption of iid normality,
because the precision of the sample variance depends on the kurtosis of the data. In the presence of fat tails,
the second moments can also be very imprecisely estimated.



empirical evidence that the naive equally-weighted portfolios outperform policies obtained
by optimization like the mean-variance, minimum-variance and Bayes-Stein (Jorion 1991).
DeMiguel, Garlappi and Uppal (2007) perform a “horse race” of the “1/N” portfolio against
numerous other rules aimed at reducing estimation error and find that the equally-weighted
portfolio stubbornly emerges as the number 1 across seven different empirical datasets. Be-
nartzi and Thaler (2001) find that investors tend to allocate their wealth equally across
assets. Huberman and Jiang (2006) document a tendency among participants to invest in
only a limited number of funds and spread their contributions evenly among them.

An alternative way of thinking about the equally-weighted portfolio is a mean-variance
portfolio in a world in which all expected returns are the same and the variance-covariance
mafrix is a scale of the indentity matrix, or a world in which all expected returns are
proportional to total risk, rather than idiosyncratic risk p; o 3;1nN.

2.3.4 Portfolios with shortsale constraints

I consider shortsale-constrained versions of the three major portfolios from optimization
— mean-variance, minimum-variance and Bayes-Stein — which limit the optimal portfolio
weights to be non-negative. Frost and Savarino (1988) and Chopra (1993) highlight the
fact that shortsale constraints can help reduce estimation error. It is easy to understand
how shortsale constraints work if we consider the Lagrangian of the basic mean-variance
optimization after constraining the portfolio weights to be non-negative:

g Ty _ Ty
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where )\, is the vestor of Lagrange multipliers for the shortselling constraints. The shortsale-
constrained mean-variance portfolio is thus equivalent to an ordinary mean-variance portfolio
with a different mean fi; = pu; + A; in the case when )\; # 0. The constraint for asset j is likely
to be binding, i.e. A;; > 0, when the asset return is negative. In this case, the shortsale
constraint increases the expected return and thus ”shrinks” it (in absolute value) towards
Zer0.

Jagannatham and Ma (2003) similarly demonstrate that imposing a shortsale constraint
on the minimum-variance portfolio is equivalent to shrinking the extreme elements of the
covariance matrix. They find that short-sale constraints work almost as well as some of the
other popular methods for dealing with estimation error in the covariance matrix — factor
models, shrinkage, or using higher frequency (usually daily) returns for estimation.

In this paper, I also examine the empirical out-of-sample performance of portfolios with
weights bound between 0 and 1. In addition to short-sales, these portfolios prohibit leverage
to the investor. I further analyze how the recently popular long-short strategies widely used
by large mutual funds perform relative to the other asset allocation strategies. An example
of these long-short portfolios would be “130/30” or “150/50” strategies which are simply
mean-variance portfolios where the weights of the underlying assets are bound in the [-0.3,
1.3] or the [-0.5, 1.5] range, respectively.



2.4 Turnover constraints

Unlike short-sale constraints, turnover constraints have not been studied in the academic
literature despite their popularity in the financial industry. A turnover constraint does not
allow the weight on asset j in period ¢ + 1, 41, to deviate more than a certain fraction
from the weight on the asset j in the previous period ¢, z;;. One obvious difficulty stemming
from the use of turnover constraints is that portfolio strategies become path dependent over
time, which necessitates a numerical solution. In this paper I examine two types of turnover
constraints:

1. naive turnover constraints, which ignore the path dependency of the optimal portfolio
policy. The investor solves the basic mean-variance, minimum-variance or Bayes-Stein
optimization problem with the additional turnover constraint.

2. sophisticated turnover constraints, which take into account the path dependency of the
optimal portfolio policy. The investor understands the recursiveness of the optimal
rule and solves the mean-variance optimization problem backward on a trajectory of
resampled asset returns, making use of the fact that in the terminal period the prob-
lem is unconstrained. The bootstrap preserves the cross sectional correlation between
assets, but destroys any return dependencies over time. The investor draws a series
of these resampled return trajectories at each point in time (for e.g. 500 trajectories),
calculates the optimal portfolio weights for each trajectory and then takes an average
of them over all the trajectories.

3 Data and Methodology

3.1 Data

To compare empirically between the different portfolio allocation rules, I use monthly total
return data for the 10 sectors in Standard and Poor’s S&P 500 Index. The sectors are Energy,
Materials, Industrials, Consumer discretionary, Consumer staples, Health care, Financials,
Information technology, Telecommunications and Utilities. Excess stock returns are formed
by subtracting the 1-month T-Bill return from Ibbotson and Associates, Inc. from the
monthly return on the corresponding sector in the S&P 500 Index. The data span the
period between October 31, 1989 and November 30, 2007. There are a total of 218 monthly
observations. Descriptive statistics are presented in Table 1.

3.2 Methodology

I use a “rolling sample” methodology similar to DeMiguel, Garlappi and Uppal (2007) to
compare the out-of-sample performance of the asset allocation strategies outlined so far. The
“rolling sample” approach is to estimate a series of out-of-sample portfolio returns by using
a rolling estimation window over the entire data set. The primary estimation window length
in the paper is 60 months (5 years), but I also use M = 90 (7.5 years) and M = 120 (10



Table 1: Means and standard deviations of the monthly excess returns on the S&P500
sector portfolios between 10/1989 and 11/2007 in percent. The average monthly risk-free
rate over the same period was 0.35% with a standard deviation of 0.15%.

Sector Mean (monthly) | St. dev. (monthly)
Energy 0.8953 4.8214
Materials 0.5367 5.2933
Industrials 0.6319 4.4403
Consumer discretionary 0.4782 4.8415
Consumer staples 0.6665 3.9514
Health care 0.7508 4.6068
Financials 0.7598 9.0177
Information technology 0.8327 7.8463
Telecommunications 0.3478 5.8340
Utilities 0.5147 4.3819

years) as alternative specifications for a robustness check.One cycle or iteration of the rolling
sample approach has several steps:

1. Starting at time t = M, I estimate the parameters required for each of the portfolio
strategies over the estimation window of the M previous months. For example, for
the mean-variance portfolio this step entails estimating the sample mean and variance-
covariance matrix of excess returns over the previous 60 months when M = 60.

2. The next step involves solving the constrained optimization problems for each of the
different portfolio strategies. The optimal rule is the vector of weights for the tangency
portfolio that contains only risky assets.

3. The final step is to compute the return on the tangency portfolio in period ¢+ 1, based
on the optimal set of risky weights. In the first cycle or iteration, this would be the
excess return on the risky portfolio for time ¢ = 61 when M = 60.

“Rolling the window” involves adding the return for the next month in the data set and
dropping the earliest return, which keeps the estimation window length fixed. For example,
in the second iteration, the estimation window is from ¢ = 2 to t = 61 and the out-of-sample
portfolio return is for ¢ = 62. ? This process is repeated until the end of the data set is
reached. Given a return history of length T months, the rolling sample methodology results
in a time series of T' — M monthly out-of-sample portfolio returns.

2As a robustness check, I also consider the effect of accumulating history, i.e. not dropping the earliest
return, in which case the estimation window length grows by one month at each iteration.
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3.3 Performance measures

To compare the out-of-sample performance of the different strategies, I compute three differ-
ent performance measures: the out-of-sample Sharpe ratio, the certainty-equivalent return
and the portfolio turnover.

3.3.1 Sharpe ratio (SR)

The out-of-sample Sharpe ratio for strategy j is defined as the sample mean of the out-of-
sample excess returns, divided by their sample standard deviation:

SR, =42 (18)
gj
A useful benchmark to assess the effect of estimation error is the in-sample Sharpe ratio
computed using the entire time-series of excess returns:

. N

SR;s = /fl s HisW 19

OIS \Ji'S g 1

where fi7s and )y 75 are the sample mean and variance-covariance matrix calculated over the

entire sample T, and w are the weights obtained by using fi;¢ and Y75 in a mean-variance

optimization. Although unattainable, the in-sample Sharpe ratio gives a useful upper bound
when assessing the out-of-sampple Sharpe metrics of the different portfolio strategies.

To determine whether the Sharpe ratios of two strategies are statistically distinguishable,

I use two different methods. The first one is the standard approach in the literature and

follows Jobson and Korkie (1981) with the adjustment proposed by Memmel (2003). Given

two strategies, j and k, denote the estimated means, standard deviations and covariance of

the out-of-sample portfolio returns corresponding to the two strategies by fi;, fix, 05, 67, Gk

respectively. To test the hypothesis Hyg : [i;/6; — fu,/0,x = 0, one can use the test statistic:

3
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Under the assumption that the out-of-sample portfolio returns are iid normal, this statistic
is asymptotically distributed as a standard normal. Unfortunately, the Jobson and Korkie
(1981) test for the difference of the Sharpe ratios of two investment strategies is not valid
when returns have tails heavier than the normal distribution or are serially correlated over
time.

The second method of statistically differentiating between strategies does not require the
assumption of normality. The standard errors of the Sharpe ratios for the different strategies
can be bootstrapped by resampling asset returns. The bootstrap preserves the cross-sectional
correlation among assets, but destroys intertemporal correlations.

11



3.3.2 Certainty equivalent return (CEQ)

The second out-of-sample comparison measure is the certainty-equivalent return (CEQ). The
certainty-equivalent return for strategy j is the risk-free rate of return that the investor is
willing to accept instead of undertaking the risky portfolio strafegy. In the literature on
portfolio construction it is common to mathematically define the certainty-equivalent return
as

J

CEQ, = ji; — 57 (22)

where fi; and &? are the mean and variance of the out-of-sample excess returns for strategy
j, and v is the investor’s risk aversion. The results I report are for the case of v = 1, but
other values of the coefficient of risk aversion are also considered as a robustness check.
More precisely, the expression in equation (22) captures the level of expected utility of a
mean-variance investor, which is approximately equal to the certainty-equivalent return for
an investor with quadratic utility. I follow the convention in the literature and interpret the
measure as a certainty-equivalent return.

One way to differentiate statistically between the certainty equivalent returns is to use
their asymptotic distribution under the assumption that portfolio returns are normal. Given
two strategies j and £, denote the vector of moments by v = (j;, ft, 0, 0x). The difference
in the certainty equivalent returns of the two strategies is f(v) = (u; — 307) — (1 — 0%),
which is asymptotically distributed as:

of' of
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An alternative way to differentiate the asset allocation rules statistically is to bootstrap
the p-value of the difference between two strategies in exactly the same manner as the
bootstrapped p-value for the difference in Sharpe ratios in the previous section.

3.3.3 Turnover

The third measure of out-of-sample performance is portfolio turnover. This is a volume-
based measure of the amount of trading required to implement a particular portfolio strategy.
Turnover for strategy k is defined as the average sum of the absolute value of trades across
the N risky assets:

1 T—M N . R
Turnover;, = T Z Z (|wk,j,t+1 - wk,j,t+|) (25)

t=1 j=1

where wy, ;; is the portfolio weight in asset j at time ¢ according to strategy k. The optimal
weight in time ¢ 4 1 is Wy 41, and the actual weight in asset j before rebalancing at time

12



T+ 1is Wy . For example, for the equally weighted portfolio both wy, ;, and wy, ;441 equal
1/N, but the weights before rebalancing are different due to asset growth. While there is no
analytical way to differentiate statistically between the turnover measures, it is still possible
to re-sample a p-value.

4 Results

4.1 Sharpe ratios

The Sharpe ratios of the out-of-sample excess returns for the different portfolio strategies
are presented in Table 2. The in-sample Sharpe ratio is 0.2446, comparable to the Sharpe
ratio calculated on the S&P 500 sectors by DeMiguel, Garlappi and Uppal (2007) for the
period between 1981 and 2002. Because the in-sample mean-variance portfolio uses the whole
sample information, it is not a feasible asset allocation rule. Yet, by looking at the shortfall
of a particular strategy from the in-sample mean-variance portfolio, one can get a sense of
the magnitude of economic loss from having incomplete information.

The best performing strategies that can be implemented in practice are the equally-
weighted portfolio (0.1959), the shortsale-constrained mean-variance portfolio (0.1989), and
the turnover-constrained mean-variance portfolio (0.1845). These strategies are followed
closely by the turnover-constrained Bayes-Stein (0.1771), the turnover-constrained minimum-
variance (0.1513) and the shortsale-constrained minimum-variance and Bayes-Stein portfolios
(0.1424 and 0.1210 respectively).

The worst performing strategy is the mean-variance portfolio with no constraints, whose
Sharpe ratio is negative (-0.0137). To get a sense of where this catastrophic performance
is coming from, I have plotted the path of the optimal weights in Fig.1. The weights are
not only extreme, but also very unstable over time. The optimizer tries to exploit any small
deviation in the estimated returns on the different sectors and tilts the portfolio strongly
towards the sectors with higher returns, lower variance or negative correlation relative to the
other assets. Because most of these differences are due to estimation error and carry no real
information content, the optimal mean-variance weights bounce widely each period as a result
of noise instead of information. The minimum-variance and Bayes-Stein portfolios with no
constraints perform slightly better (their Sharpe ratios are 0.0981 and 0.0834, respectively),
but are still inferior to the in-sample benchmark and to the portfolios with constraints.

Jobson and Korkie (1981) suggest a simulation which sheds light on the poor performance
of unconstrained portfolios. To get a sense of how reliable plug-in estimates of mean-variance
efficient portfolio weights are for a given estimation window size, they perform the following
simple experiment. Take the historical sample moments of the portfolio to be the truth.
Simulate independent sets of 500 hypothetical return samples of different sizes, corresponding
to the different estimation window lengths (M = 36, 60, 120 and 180 months), from a
normal distribution with the true moments. For each hypothetical sample, compute the
plug-in estimates of the mean and variance-covariance matrix and use them to solve the
optimization problem. Then compare the Sharpe ratios of the tangency portfolios with the
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true Sharpe ratio. The results from this experiment are plotted as histograms in Figure 2.
The re-sampled portfolios have Sharpe ratios that are inferior to the true Sharpe ratio. While
the historical Sharpe ratio is 0.2446, the average Sharpe ratios for the resampled portfolios
are 0.1764 (M = 36), 0.1696 (M = 60), 0.1820 (M = 120) and 0.1899 (M = 180), all of
which are also statistically significantly lower. It is evident that increasing the sample size
brings the average Sharpe ratio only slightly closer to the truth. In addition, if we examine
the distribution of the re-sampled portfolios’ Sharpe ratio, we find that a large part of the
distribution lies below the historical Sharpe ratio no matter what the sample size is: 69.80%
for M = 36, 73.20% for M = 60, 70.60% for M = 120 and 74.60% for M = 180. In finite
samples, the plug-in estimates for the mean and variance-covariance matrix are thus very
imprecise due to estimation error.

4.2 Certainty-equivalent returns

The certainty-equivalent returns of the different portfolio allocation rules are summarized
in Table 3. The in-sample mean-variance portfolio has a CEQ of 0.9, implying that an
investor requires an annualized risk-free return of 10.8% to give up the opportunity to invest
in the portfolio. The feasible strategies that fare very well according to this performance
measure are the constrained mean-variance portfolios (CEQ of 0.7554 and 0.6881 for the
shortsale and turnover constrained portfolios, repsectively). These portfolios are followed by
the equally-weighted (CEQ of 0.6611) and turnover constrained Bayes-Stein portfolio (CEQ
of 0.5876). The mean-variance portfolio is again at the bottom of the list, with a negative
certainty-equivalent return of -1.8741, implying that an investor would be willing to pay
an annualized return of 22.5% to get rid of holding the risk entailed by the portfolio. The
Bayes-Stein and minimum-variance portfolios, albeit slightly better than the mean-variance
portfolio, are again less desirable than the rest of the allocation strategies (CEQ of 0.0724
and 0.2719, respectively).

4.3 Turnover

The turnover measure can be interpreted as the average fraction of wealth traded each month.
The results for the different strategies are presented in Table 4. There is no in-sample mean-
variance benchmark, because the in-sample portfolio has the same set of weights throughout,
as the mean and covariance inputs for it are estimated using the whole sample. The un-
equivocal winner in terms of turnover is the equally-weighted portfolio, in which only 2.54%
of wealth are traded on average at each re-balancing. As one would expect, the turnover-
constrained portfolios (Bayes-Stein, minimum-variance and mean-variance) also perform well
according to this criterion (their turnover is 0.7784, 1.0633 and 1.0643, respectively). The
shortsale constrained portfolios follow, and the minimum-variance, Bayes-Stein and mean-
variance trail at the end. The turnover measure for the mean-variance portfolio, in particular,
shows how much churning is going on at each rebalancing: on average, the investor trades
11.53 times his wealth each month.
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4.4 Differentiating statistically between asset allocation rules and
the equally-weighted benchmark

To distinguish statistically whether a given strategy performs better than the equally-
weighted portfolio, I have calculated the p-values of the difference in the strategies 1) under
normality and 2) using the bootstrap method.

To evaluate whether the out-of-sample excess portfolio returns are normal, I employ two
tests: the Jarque-Bera test and the Lilliefors test. The Jarque-Bera test evaluates the null
hypothesis that the data has a normal distribution with unspecified mean and variance. The
test is based on the sample skewness and kurtosis of the data. For a true normal distribution,
the sample skewness should be near 0 and the sample kurtosis should be near 3. Since the
Jarque-Bera test is an asymptotic fest, I also use the Lilliefors test which has better small
sample properties. The Lilliefors test compares the empirical distribution of the data with
a normal distribution having the same mean and variance. It is similar to the Kolmogorov-
Smirnov test, but it adjusts for the fact that the parameters of the normal distribution are
estimated from the data rather than specified in advance.

The results from the tests for normality are reported in Tables 5 and 6. Most of the alloca-
tion strategies result in portfolios whose out-of-sample excess returns are clearly not normal.
The portfolios for which the normality tests do not reject are minimum-variance, Bayes-
Stein and Bayes-Stein with turnover constraints. This finding favors using the bootstrapped
p-values when comparing between different strategies, instead of the p-values obtained by
using the analytical expressions that assume normality.

The p-values for the test of whether a strategy is statistically different from the equally-
weighted portfolio are presented in Table 7. 1In general, the bootstraped p-values are
slightly higher than the p-values under normality, because the resampling procedure does
not impose the assumption of normality and accounts for the fact that most of the ex-
cess portfolio returns have tails heavier than normal. In terms of Sharpe ratio, the strate-
gies which are not statistically different at 10% significance from the benchmark equally-
weighted portfolio are the constrained mean-variance (both short-sale and turnover) and the
turnover-constrained Bayes-Stein. At 5%, this list also contains the constrained minimum-
variance (both short-sale and turnover) and the shortsale-constrained Bayes-Stein. In terms
of certainty-equivalent returns, the mean-variance, minimum-variance and Bayes-Stein port-
folio significantly under-perform the equally-weighted portfolio and the constrained portfo-
lios. In terms of turnover, at 5% significance, the unconstrained strategies, along with the
short-sale constrained minimum-variance fall short of the equally-weighted benchmark.

4.5 Shortsale vs. turnover constraints

Comparing Sharpe ratios, certainty equivalent returns and turnover, naive turnover con-
straints can improve performance at least as much as imposing a shortsale constraint. In
fact, the performance measures for the two types of constraints are not statistically different
in the majority of cases. To see whether this is due to similar optimal portfolio weights, 1
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measure the difference between the two allocation rules in terms of turnover:

1 T-M N

Z Z (|w5hortsale,j,t - wturnover,j,tl) (26)
r—M t=1 j=1

Difference =

The difference between shortsale and turnover constraints in terms of monthly turnover is
1.0204 for the mean-variance portfolio, 0.2917 for the minimum-variance portfolio and (0.9329
for the Bayes-Stein portfolio. These numbers represent the average fraction of wealth traded
at each monthly re-balancing. Relative to the turnover measures calculated for each strategy,
these differences are large. Therefore, although both turnover and shortsale constraints sta-
bilize portfolios and thus improve their performance, they do so in a different fashion. Figure
3 plots the absolute difference between shortsale and turnover constrained relative weights
over time, averaged for the 10 sectors in the sample. The relative weights for each sector
within the tangency risky portfolio are bound between 0 and T by definition. Again, there
is a pronounced difference between the optimal weight vectors under the two constraints,
especially in the case of mean-variance and Bayes-Stein portfolios.

4.6 Sophisticated turnover constraints

Although even naive turnover constraints stabilize the optimal weights and produce per-
formance which does not fall short of imposing shortsale constraints or having an equally-
weighted portfolio, it is interesting to analyze what happens if the investor takes into consid-
eration the path dependency of optimal rule. This can be done by solving the optimization
problem recursively along a trajectory of resampled returns, similar in spirit to pricing an
option. At each point in time, the investor can draw a large number of such trajectories
by bootstrapping the historical returns he has observed in the estimation window. Along
each trajectory, the investor “knows” all future returns and can find the optimal turnover-
constrained weights by working backwards from the terminal point to the present. Finally,
the investor calculates the average of the optimal weights for each sector over all the trajec-
tories and sets his portfolio holdings accordingly. This whole process is repeated at the next
step when the estimation window rolls one period ahead.

As a benchmark, I start by looking at what the performance would be if the investor
solved the optimization problem backward on the actual history of S&P 500 sector returns.
This would be equivalent to the investor having perfect foresight. I also examine the Sharpe
ratio, certainty equivalent returns and turnover for the sophisticated turnover constraints in
which the investor does not know what the future holds and uses the historical returns he has
already observed within his estimation window to draw resampled trajectories. The boot-
strap preserves the cross-sectional correlation between sectors, but destroys serial correlation
over time. The results are summarized in Table 8.

Sophisticated turnover constraints have a positive influence on the performance of all
types of portfolios. If the investor had perfect foresight and was able to solve the optimization
problem backwards, thus taking into consideration how choosing a set of weights this period
constrains what weights can be chosen for next period, he could enhance the performance of
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his portfolio considerably. Even when the investor does not have the perfect foresight of what
lies ahead, taking into consideration the time dependency of turnover constraints through
solving the problem backwards on the resampled trajectories improves the SR significantly.
The results for CEQ and turnover are not so impressive, mostly because the weights with
sophisticated turnover vary more than with the naive turnover constraint. While the turnover
condition that the maximum change from the previous period weights should not exceed 10%
holds on each trajectory, when the investor chooses the average across all trajectories, there
is no guarantee that the turnover condition holds on the actual holdings from period to
period.

5 Robustness checks

5.1 Different coeflicient of relative risk aversion

To see how sensitive the results are to changing the coefficient of relative risk aversion, |
analyze the following cases: v = 1, 2 and 5. The results are summarized in Table 1 in
Appendix 1: Robustness Checks. Because I am focusing on the performance of the risky
tangency portfolio, changing the coefficient of relative risk aversion only affects the certainty
equivalent returns. As one would expect, the certainty equivalent returns fall when the
coefficient of relative risk aversion rises. The ordinal rankings remain mostly unchanged, with
the mean-variance shortsale portfolio and the mean-variance turnover portfolio switching 2nd
and 3rd place when v = 2. When v = 5, the equally-weighted portfolio emerges second, and
the Bayes-Stein portfolio falls from 7th to 9th place.

5.2 Different estimation window length

In addition to the benchmark case of M = 60 months, I also examine M = 90 and M = 120.
The results are summarized in Table 2 in Appendix 1: Robustness Checks. It is interesting
to notice that both Sharpe ratios and certainty equivalent returns are lower with the longer
estimation windows. In general, one would expect the estimation error to diminish with the
increase in M. However, there is a trade-off to having a longer sample - if there is parameter
instability in the return series, the more distant historical returns may no longer carry
relevant information. Furthermore, because of the total sample size (T = 218 months), a
longer estimation window reduces significantly the number of observations for out-of-sample
returns and makes inference less reliable than in the case of M = 60, especially if the serial
correlation in out-of-sample returns is not negligible.

In terms of turnover, a longer estimation window serves as a disincentive to excessive
churning, and turnover generally decreases with an increasing M. In general, the ordinal
rankings remain largely unchanged, except for the mean-variance shortsale constrained port-
folio which falls from 4th to 9th place in terms of SR as M increases from 60 to 90 or 120.
Another notable difference is the improved performance of the minimum-variance portfolio
when M = 120: the portfolio rises to 2nd place in terms of SR and 3rd place in terms of
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CEQ.

5.3 Increasing estimation window instead of a rolling window

An alternative to the rolling window methodology is to allow the investor to “remember”
what happened with returns from the fixed initial point to the present, thus accumulating
history over time. The results under the assumption of increasing estimation window are
shown in Table 3 in Appendix 1: Robustness Checks. Not surprisingly, increasing the sample
size each period brings about an improvement in all performance indicators. The relative
rankings of the different portfolio allocation strategies remain largely the same, especially
when we take into consideration whether the difference in SR, CEQ or turnover is statisti-
cally significant. There is a pronounced enhancement in the statistics of the unconstrained
portfolios (mean-variance, minimum-variance and Bayes-Stein).

5.4 Different turnover percentage

To see how sensitive the results are to changing the turnover parameter, I analyze the fol-
lowing cases: turnover percentage = 5%, 10% and 15%. The results are presented in Table
4 in Appendix 1: Robustness Checks. The only portfolios that are affected are turnover-
constrained portfolios. There is no significant change in the SR, CEQ or turnover for the
mean-variance, minimum-variance and Bayes-Stein turnover-constrained portfolios, indicat-
ing that the findings are robust to varying the turnover parameter.

5.5 Portfolios with shortsale and leverage constraints and long/short
portfolios

Three alternatives to the pure shortsale constraints that are widely used nowadays by insti-
tutional asset managers are

e Shortsale and leverage constrained portfolios

These are portfolios which do not allow either short-selling or borrowing and whose
weights are essentially bound between 0 and 1.

e Long/short 130/30 portfolios

These are portfolios whose weights are bound between -0.3 and 1.3, allowing a limited
long and short position.

e Long/short 150/50 portfolios

These are portfolios whose weights are bound between -0.5 and 1.5, allowing a limited
long and short position.

The results for the extensions to the shortsale constraints are presented in Table 5 in Ap-
pendix 1: Robustness Checks. Both shortsale and leverage constrained and long/short
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130/30 portfolios perform very well, because they are able to stabilize the otherwise widely
fluctuating weights. In fact, their performance is not statistically inferior to that of short-
sale constrained portfolios and the equally-weighted benchmark. In contrast, the long/short
150/50 portfolios performs surprisingly poorly. This poor performance is driven by the
greater leeway the optimal weights have to flop around as a result of the estimation noise.

6 Conclusion

This paper confirms the already existing evidence that “plug-in” mean-variance portfolios
perform very poorly out-of-sample. Due to the extreme and volatile weights, these portfo-
lios have low Sharpe ratios, high turnover and certainty equivalent returns which are often
negative, implying the risk-averse investor is willing to pay to avoid the sample-based mean-
variance allocation. Furthermore, I find that minimum variance and Bayes-Stein portfolios,
although meant to address this subpar performance, fall short of their target. Only imposing
constraints, whether short-sale or turnover, improves the Sharpe ratio, certainty equivalent
and turnover measures significantly. In addition, although the equally-weighted portfolio is
not optimal in any economic sense, it resiliently emerges as one of the top asset allocation
rules.

One feature which distinguishes this paper from the majority of the literature on out-
of-sample performance of asset allocation rules is the use of bootstrapped standard errors
instead of the prevailing assumption of normality to distinguish statistically between different
portfolio strategies. The tests for normality clearly show that the excess portfolio returns
are rarely normal. Thus the standard errors and p-values reported in the existing literature
that assumes normality are most likely understating the true values, giving the impression
that there are sharper differences between portfolio allocation rules than the data actually
show.

Another major contribution of this paper is to examine turnover constraints. Despite the
fact that they are widely used by asset managers, turnover constraints have been neglected
in the academic literature so far. One possible reason for this omission is the complications
arising from the path dependency that turnover constraints introduce to the optimal rule. I
examine both naive turnover constraints and sophisticated turnover constraints and find sig-
nificant benefits to using either of them for the out-of-sample performance of portfolios. The
method I propose for sophisticated turnover constraints is reminiscent of the Monte Carlo
methods for pricing options along trajectories. Sophisticated constraints actually improve
the Sharpe ratios and certainty equivalent returns relative to naive turnover constraints, but
on the downside, they also lead to greater turnover and thus higher transaction costs if they
are to be implemented in practice.

Relative to shortsale constraints, both types of turnover constraints are at least as effec-
tive, although the stabilization they achieve works through limiting the amount of churning,
while shortsale-constrained portfolios tend to limit extreme positions. A direct comparison
of the optimal weight vectors under the two constraints reveals that they are not similar,
especially in the case of mean-variance and Bayes-Stein portfolios. Thus, although shortsale
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Figure 1: Mean-variance weights over time. Due to the sensitivity of the optimization
algorithm to small differences in inputs, the optimal weights are extreme and unstable over
time.

and turnover constraints result in similar out-of-sample performance, they are not substi-
tutes for each other, because they work in different ways. There are potential benefits to
using both types of constraints simultaneously or using a combination of them, for exam-
ple using shortsale constraints initially to ensure the starting point for turnover constraints
is reasonable (i.e. not extreme) and then switching to turnover constraints. These possi-
ble complementarities of shortsale and turnover constraints present interesting questions for
future research.
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Figure 2: The vertical line is the true Sharpe ratio for the historical unconstrained tangency
portfolio. The histograms show the distribution of the Sharpe ratios of 500 tangency portfo-
lios for 4 different estimation windows. The unconstrained tangency portfolios are estimated
by re-sampling returns from a normal distribution with mean and covariance matrix equal
to the historical values.
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Figure 3: Average absolute difference between shortsale and turnover-constrained relative
weights.
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[able 2: Monthly Sharpe ratios for the different asset allocation strategies. Bootstrapped
standard errors are shown in parenthesis underneath. The rank is ordinal and does not take
into consideration whether the difference between strategies is statistically significant.

Portfolio Sharpe ratio | Rank
In-sample mean-variance 0.2446 1
(0.0416)
Equally weighted 0.1959 3
(0.0312)
Mean-variance -0.0137 11
(0.0645)
Constrained mean-variance (shortsale) 0.1989 2
(0.0332)
Constrained mean-variance (turnover) 0.1845 4
(0.0063)
Minimum-variance 0.0981 9
(0.0347)
Constrained minimum-variance (shortsale) 0.1424 7
(0.0291)
Constrained minimum-variance (turnover) 0.1513 6
(0.0044)
Bayes-Stein 0.0834 10
(0.0708)
Constrained Bayes-Stein (shortsale) 0.1210 8
(0.0335)
Constrained Bayes-Stein (turnover) 0.1771 5
(0.0029)

23



Table 3: Monthly certainty-equivalent returns (CEQ) in % for the different asset allocation
strategies. Bootstrapped standard errors are shown in parenthesis underneath. The rank
is ordinal and does not take into consideration whether the difference between strategies is
statistically significant.

Portfolio CEQ Rank
In-sample mean-variance 0.9001 1
(0.0031)
Equally weighted 0.6611 4
(0.0003)
Mean-variance -1.8741 11
(0.0087)
Constrained mean-variance (shortsale) 0.7554 2
(0.0003)
Constrained mean-variance (turnover) 0.6881 3
(0.0006)
Minimum-variance 0.2719 9
(0.0003)
Constrained minimum-variance (shortsale) | 0.4275 7
(0.0002)
Constrained minimum-variance (turnover) | 0.4550 6
(0.0001)
Bayes-Stein 0.0724 10
(0.0048)
Constrained Bayes-Stein (shortsale) 0.4075 8
(0.0003)
Constrained Bayes-Stein (turnover) 0.5876 5
(0.0031)
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Table 4: Monthly turnover for the different asset allocation strategies. Bootstrapped stan-
dard errors are shown in parenthesis underneath. The rank is ordinal and does not take into
consideration whether the difference between strategies is statistically significant.

Portfolio Turnover | Rank
In-sample mean-variance N/A N/A
Equally weighted 0.0254 1
(0.0010)
Mean-variance 11.5302 10
(0.5665)
Constrained mean-variance (shortsale) 1.4227 7
(0.1369)
Constrained mean-variance (turnover) 1.0643 4
(0.3689)
Minimum-variance 2.5457 8
(0.3592)
Constrained minimum-variance (shortsale) | 1.1448 5
(0.1030)
Constrained minimum-variance (turnover) | 1.0633 3
(0.1224)
Bayes-Stein 5.9307 9
(0.4657)
Constrained Bayes-Stein (shortsale) 1.3233 6
(0.1299)
Constrained Bayes-Stein (turnover) 0.7784 2
(0.3119)
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Table 5: Test results from the Jarque-Bera test for normality for the out-of-sample excess
returns on the different portfolio allocation strategies. The critical value at 5% significance
is 5.99. The null hypothesis is normality.

Portfolio JB test statistic | Reject?
Equally weighted 0.05 No
Mean-variance 15.00 Yes
Constrained mean-variance (shortsale) 38.56 Yes
Constrained mean-variance (turnover) 28.17 Yes
Minimum-variance 0.45 No
Constrained minimum-variance (shortsale) 37.95 Yes
Constrained minimum-variance (turnover) 24.74 Yes
Bayes-Stein 0.81 No
Constrained Bayes-Stein (shortsale) 24.29 Yes
Constrained Bayes-Stein (turnover) 1.54 No

Table 6: Test results from the Lilliefors test for normality for the out-of-sample excess returns
on the different portfolio allocation strategies. The critical value at 5% significance is 0.24.
The null hypothesis is normality.

Portfolio Lilliefors test statistic | Reject?
Equally weighted 0.25 Yes
Mean-variance 0.33 Yes
Constrained mean-variance (shortsale) 0.38 Yes
Constrained mean-variance (turnover) 0.37 Yes
Minimum-variance 0.17 No
Constrained minimum-variance (shortsale) 0.45 Yes
Constrained minimum-variance (turnover) 0.31 Yes
Bayes-Stein 0.13 No
Constrained Bayes-Stein (shortsale) 0.36 Yes
Constrained Bayes-Stein (turnover) 0.20 No
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[able 7: P-values testing whether the performance of a particular strategy is statistically

different from the equally-weighted portfolio.

Portfolio SR p-value SR p-value
Under normality Bootstrapped
Mean-variance 0.01 0.02
Constrained mean-variance (shortsale) 0.94 0.97
Constrained mean-variance (turnover) 0.76 0.81
Minimum-variance 0.03 0.04
Constrained minimum-variance (shortsale) 0.07 0.09
Constrained minimum-variance (turnover) 0.10 0.09
Bayes-Stein 0.03 0.05
Constrained Bayes-Stein (shortsale) 0.07 0.08
Constrained Bayes-Stein (turnover) 0.42 0.58
Portfolio CEQ p-value CEQ p-value
Under normality Bootstrapped
Mean-variance 0.00 0.00
Constrained mean-variance (shortsale) 0.18 0.26
Constrained mean-variance (turnover) 0.24 0.63
Minimum-variance 0.02 0.04
Constrained minimum-variance (shortsale) 0.11 0.15
Constrained minimum-variance (turnover) 0.09 0.07
Bayes-Stein 0.01 0.02
Constrained Bayes-Stein (shortsale) 0.14 0.12
Constrained Bayes-Stein (turnover) 0.22 0.31
Portfolio Turnover p-value | Turnover p-value
Under normality Bootstrapped
Mean-variance N/A 0.00
Constrained mean-variance (shortsale) N/A 0.07
Constrained mean-variance (turnover) N/A 0.06
Minimum-variance N/A 0.00
Constrained minimum-variance (shortsale) N/A 0.05
Constrained minimum-variance (turnover) N/A 0.06
Bayes-Stein N/A 0.00
Constrained Bayes-Stein (shortsale) N/A 0.08
Constrained Bayes-Stein (turnover) N/A 0.11
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Table 8 Monthly performance measures for portfolios with sophisticated turnover con-
straints. The first part of the table shows the SR, CEQ and turnover on the historical
data (perfect foresight). The second part of the table shows the SR, CEQ and turnover for
the sophisticated turnover allocation strategy which uses resampled trajectories of returns.
Bootstrapped standard errors are shown in parenthesis underneath.

Part I: Historical data Sharpe ratio | CEQ (in %) | Turnover
Constrained mean-variance 0.2449 0.8423 11.6146
Constrained minimum-variance 0.2155 0.5921 2.4345
Constrained Bayes-Stein 0.2135 0.3586 1.7834
Part II: Resampled trajectories | Sharpe ratio | CEQ (in %) | Turnover
Constrained mean-variance 0.2254 0.6845 13.8764
(0.0225) (0.0108) (1.5469)
Constrained minimum-variance 0.1438 0.1349 3.4153
(0.0295) (0.0017) (0.2608)
Constrained Bayes-Stein 0.1942 0.2458 4.6729
(0.0324) (0.0082) (1.0003)
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